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Abstract—The recent successes of GPGPU 

(General Programming on Graphics 

Processing Units) has led to a massive 

increase in interest in computing on 

GPGPUs. This paper discusses the possible 

use of OpenCL, a recent industry-wide 

standard language for computation on 

heterogeneous devices, including CPUs and 

GPUs, in the computation of chaotic 

phenomena, namely the bifurcation 

diagram of the logistic map and the 

standard visualization of the Mandelbrot 

set. It will investigate the possible 

advantages and disadvantages of using 

OpenCL over opposing approaches, such as 

CUDA, and in general, the advantages and 

disadvantages of GPGPU over traditional 

computing in the context of computation of 

chaotic phenomena. 
 

I. INTRODUCTION 

RAPHICS processing units (GPUs) 

(colloquially termed video cards) are 

conventionally used in the computation 

and rendering of graphics in modern  

 

computers. These computations, such as the 

application of shaders on a set of graphics 

primitives, involve the repeated computation 

of a fixed set of procedures on each element of 

a large dataset – an easy target for 

parallelization. In line with this observation, 

modern GPUs consist of dozens of cores, each 

containing multiple ALUs, which each contain 

multiple instruction streams, and which again 

each contain multiple concurrent fragments, 

leading to speeds on the order 1 TFLOPs (for 

comparison, a high-end CPU achieve speeds 

on the order of 100 GFLOPs, an order of 

magnitude difference) [11]. 

 

To make use of this large amount of 

computing power, a recent trend called 

General Programming on Graphics Processing 

Units (GPGPU) emerged. GPGPU involves 

the usage of graphics processing units for non-

graphics programming (general programming). 

Graphics routines such as shaders and 

fragments are subverted for use in general 

programming, allowing for easily-accessible 

massively parallel computation at relatively 

low-cost. Recent successes in GPGPU include 
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fast computation of k-nearest neighbor search 

for machine learning [4], sorting in databases 

[7], AES encryption [5], regular expression 

matching [14], and the implementation of an 

antivirus engine [13]. 

 

However, traditionally, GPGPU requires a 

deep and low-level understanding of the 

workings of a GPU, rendering it inaccessible 

to the vast majority of computer programmers. 

To combat this, new technologies such as 

Nvidia CUDA [16] and OpenCL [10] have 

emerged to simplify the development of 

GPGPU programs. These technologies work 

by designing a kernel and handing it to the 

GPU to execute concurrently on a large set of 

data. The kernel is a set of instructions to be 

performed on each datum, but is usually 

limited to non-branching code, although 

modern GPUs have added branching (although 

at a large performance penalty). CUDA and 

OpenCL simplify this by allowing 

programmers to code in a C-based language. 

 

We seek to make use of the processing power 

made available by these recent developments 

in the computations involved in investigating 

chaotic phenomena. As a benchmark, we 

specifically target the computation of the 

Mandelbrot set [12], as well as the bifurcation 

diagram of the logistic map [8]. Both of these 

chaotic phenomena (as well as many other 

forms of chaotic phenomena) involve parallel 

computation over a large space – an ideal 

target for speeding up via GPGPU. 

 

This research paper will discuss the 

background required for this, as well as any 

foreseen merits and difficulties to this 

approach based on previous work in the 

literature, as well as the fundamental 

characteristics of the problem domain. Actual 

implementation and experimentation is 

deferred to the project paper. 

II. RELATED LITERATURE 

II.1 FOLDING@HOME 

Stanford’s Folding@home project [19] 

(commonly known as F@h or FAH) is a 

world-renowned distributed computing project 

dedicated to simulating protein folding, among 

other molecular dynamics. It is the world’s 

largest distributed computing network, both in 

size and in processing power: Until the release 

of the K computer on 2011, the 

Folding@home project was the largest 

supercomputer on earth, with the largest non-

distributed supercomputer having 3 to 5 times 

less computing power. 

 



 3 

This fantastic amount of computing power was 

largely aided by the release of a GPU 

computing client on 2006. As documented by 

Friedrichs [18], using GPGPU to accelerate 

the simulation of molecular dynamics can lead 

to results more than 700 times faster than a 

traditional single-core CPU. Even up to now, 

the active contribution of GPUs in TFLOPS to 

the Folding@home project is 12 times the 

contribution of CPUs, showing the massive 

success that GPGPU has been for the project. 

II.2 GPUSORT 

Modern relational database management 

systems (RDBMS) have to process enormous 

amounts of data, on the order of terabytes and 

even petabytes, especially with the rise of Big 

Data. Therefore, to efficiently process these 

data, it is necessary to have fast algorithms. 

Prominent in the algorithms used by an 

RDBMS is sorting, which, aside from the 

obvious use of sorting data, is also used for 

searching for duplicates, and for quick binary 

search. 

Naju Mancheril of CMU implemented 

GPUSort, an algorithm for fast sorting on 

GPUs, for the PostgreSQL RDBMS. He found 

that GPUSort performed favorably compared 

to quick sort and heap sort, with improvement 

as data size increased. In particular, sorting a 

hundred thousand items takes roughly the 

same amount of time on all three algorithms, 

but when sorting a million items, GPUSort 

performs more than three times as fast as quick 

sort, and more than seven times as fast as heap 

sort. These experiments were conducted on a 

commodity 256 MB video card, and would 

doubtless improve further with modern video 

cards with twice to four times the video RAM. 

II.3 NETWORK INTRUSION DETECTION 

Network intrusion detection relies on detecting 

various patterns of infiltration in network 

traffic by passively monitoring traffic using a 

library such as libpcap, and matching it with 

either byte sequences or regular expressions. 

Byte sequences, although quick to search for, 

are highly limiting and are prone to false 

negatives. Regular expression matching, on 

the other hand, is very flexible, but is highly 

computationally intensive (with worst case 

exponential time, if a backtracking engine is 

used). Regular expression matching is used, 

for example, in Snort, a popular open source 

network intrusion detection software. 

 

To resolve this, Vasiliadis, et al. [14] 

implemented a regular expression matching 

engine for GPUs using DFAs. Due to the 

limitations of DFAs, it was not capable of 

matching backreferences or look-arounds, as 

PCRE (Perl-compatible regular expression 
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engine) can. However, according to their 

research, less than 2% of the regular 

expression rules of the Snort engine use these 

features, therefore the GPU regular expression 

matching engine is capable of processing the 

vast majority of the regular expressions. The 

results of their experimentation showed 

throughput of nine to ten times that of the 

plain CPU implementation, an improvement of 

an order of magnitude. 

II.4 ANTIVIRUS SCANNING 

Similar to network intrusion detection, 

antivirus scanning also requires searching for 

patterns, this time within executables. These 

patterns – signatures – indicate the potential 

presence of a virus. The large set of signatures 

that have to be matched require intense 

amounts of computation. 

 

Similar to what was done with network 

intrusion detection, Vasiliadis, et al. [13] 

created a DFA-based antivirus scanning 

program for the GPU based on the open source 

antivirus scanning software ClamAV. The 

program that they created, GrAVity, 

performed at speeds up to 20 Gbit/s, 100 to 

200 times the speed of the standard  single-

CPU-core algorithm, highlighting the potential 

of GPU scanners as high-performance, heavy-

duty scanners. 

III. BACKGROUND 

In this section, we discuss the modern 

architecture of GPUs as contrasted with that of 

CPUs, as well as the development of GPGPU 

and OpenCL, and basic information regarding 

chaotic phenomena, with special emphasis on 

the Mandelbrot set and the bifurcation diagram 

of the logistic map, which involve parallel 

computation over a large space to be 

optimized an ideal target for speeding up via 

OpenCL. 

III.1 GPU Architecture 
Depicted below in figure 1 is the architecture 

of an Nvidia Fermi GPU [17], a new 

architecture designed by Nvidia explicitly for 

OpenCL and Nvidia CUDA use. The green 

squares are CUDA cores, and in this single 

chip there are 512 cores (in comparison, a 

multicore CPU has at most 8 or 16 cores). This 

large amount of cores is the source of a GPU’s 

parallelism. 

As a tradeoff for the large number of cores, 

GPU cores are lacking in some aspects: 

namely, precision, and flow control. 

To have so many cores and yet still be 

affordable, GPUs used to only able to support 

floating point numbers. Furthermore, 

traditionally, GPUs have only been able to 

compute in single-precision (32 bit precision). 
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However, in part due to the popularity of 

GPGPU, new GPUs have the capability to 

compute in either double- or single-precision, 

and some are even able to compute with 

integers. 

The other tradeoff made is in flow control. 

GPU cores are much more lightweight than 

CPU cores; they have far fewer control 

structures and lack branch prediction. 

Despite these tradeoffs, GPUs remain a highly 

viable alternative to traditional processors due 

to their incredible speed and parallelism, and 

serving as prime examples of SIMD (single 

instruction stream, multiple data stream) 

processors. 

 

 III.2 GPGPU 

General Programming on Graphics Processing 

Units (GPGPU) is the usage of specialized 

GPUs for general computation. GPGPU has 

been in use since at least 2002 by Fung et al. 

in computer vision [21]. 

GPGPU operates by using graphics methods 

and graphics primitives to perform  general 

computation. Textures, for example, are used 

as memory, while shaders are programmed to 

be used as kernels, which are computed on 

each graphics primitive. The sets of records 

that the kernels are computed on are called 

streams [22]. 

 

 
Figure 1: Nvidia Fermi GPU architecture [17] 
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III.3 NVIDIA CUDA 

Nvidia’s CUDA is a GPGPU architecture used 

for parallel computing and processing 

developed and released by Nvidia on 2007 

[16]. 

CUDA provides both a low-level and high-

level API for programming on the GPU. 

However, only Nvidia graphics processing 

units offer support for CUDA, and unlike 

OpenCL, CUDA only provides an API for 

GPUs, and thus may be considered inferior. 

However, since it is specialized to work with 

GPUs, CUDA allows far lower-level access to 

the GPU than OpenCL. Despite this, a study 

has found that OpenCL has the same 

performance as CUDA, provided they are 

properly tuned [24]. 

III.3 OPENCL 

 

OpenCL (Open Computing Language) is a 

language and a framework used for developing 

and executing programs over heterogeneous 

devices and platforms, such as CPUs and 

GPUs [10]. It was initially developed by 

Apple, and is now held by the non-profit 

Khronos Group, which includes, among 

others, AMD/ATI, Nvidia, Intel, Google, and 

others. [23]. 

Unlike CUDA, OpenCL provides an interface 

to a much wider set of devices, including 

CPUs, GPUs, and even FPGAs [25]. As 

previously noted, OpenCL can provide the 

same performance as CUDA despite the 

generality of the interface [24]. 

III.4 CHAOTIC PHENOMENA 

Chaos theory was made popular within 

scientific circles by Yorke’s seminal 1975 

paper, “Period Three Implies Chaos” [26], 

Loenz’s work on weather simulation [3], and 

Mandelbrot’s work on cotton prices, 

coastlines, and fractals [12]. 

Chaotic phenomena such as the Mandelbrot 

Set, the bifurcation diagram of the logistic 

map, and the Lorenz strange attractor, are all 

characterized by three characteristics: 

sensitivity to initial conditions, topological 

mixing, and dense periodic orbits [1]. 
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Sensitivity to initial conditions means that 

arbitrarily close points can have vast 

differences in their trajectories. This is 

commonly known as “The Butterfly Effect”, 

stating that a flap of a butterfly’s wings can 

cause a tornado at the other side of the world. 

An example of this can be found in figure 2, 

where two Lorenz orbits starting from 

extremely close points resulted in enormous 

differences in trajectory. 

Topological mixing means that any point or 

region in the phase space of the phenomenon 

will eventually overlap with any other region 

as the phenomenon evolves. This coincides 

with the intuitive meaning of “mixing.”  

Density of periodic orbits means that any point 

in space is approached arbitrarily close by a 

point in a periodic orbit. This property was the 

one exhibited in Yorke’s paper. 

III.5 THE MANDELBROT SET 

The Mandelbrot Set was discovered by Benoit 

Mandelbrot, and is composed of the set of 

points on the complex plane that remain 

bounded when the following function is 

applied repeatedly: 

 
Figure 2: Two Lorenz orbits starting from close initial points (the arrows on the left) [31] 

 
Figure 3: The Mandelbrot Set [30] 
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zn+1 = zn
2 + c, 

where the initial value of z0 = c = the point 

[12].  

It can be shown that when |z| >= 2, z will 

eventually escape to infinity. The iteration n 

when this occurs is called the escape time of 

the point. The standard Mandelbrot Set 

visualization (fig. 3) is a temperature map 

based on the escape time of each point. 

The Mandelbrot Set is also one of the best-

known fractals. It exhibits infinite self-

similarity, as zooming into an edge of the 

Mandelbrot Set creates smaller, identical 

copies of the Mandelbrot Set, as can be seen in 

figure 4. 

The computation involved in finding the 

escape time of each point (repeated iteration) 

is extremely parallel, and thus perfectly suited 

to acceleration through GPGPU. 

III.6 THE LOGISTIC MAP  

The logistic map is the map given by the 

following equation: 

xn+1 = rxn(1 – xn) 

where r is a positive number, and xn lies 

between zero and one. 

It is a common and easily computed model of 

population growth model, where each iteration 

of the map can be considered a season or a 

year  [1]. 

This seemingly simple model, however, 

observes chaotic characteristics, as can be seen 

when its 

phase space 

is plotted 

using a 

bifurcation 

 
Figure 5: Bifurcation diagram of the logistic map [32] 

 
Figure 4: Self-similarity of the Mandelbrot Set [29] 
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diagram (fig. 5) 

Computation can show that the logistic map 

reaches a set of oscillating convergent states 

dependent on the value of r when it is iterated 

infinitely. The bifurcation map is a 

visualization of this behavior, where the x-axis 

is the value of r, and the y-axis is value of xn. 

The period of the convergent orbits (the 

number of convergent states) can be shown to 

double at specific points, with the first period 

doubling occurring at r=3.0.  It can also be 

shown that the intervals between period 

doublings decreases geometrically, and that 

the ratio of these intervals slowly converges to 

a fixed constant, the Feigenbaum constant δ 

~= 4.669 [1]. 

The logistic map also exhibits fractal 

properties. Zooming into a chaotic region of 

the bifurcation diagram of the logistic map 

shows multiple smaller copies of the 

bifurcation diagram, as can be seen in figure 6. 

Just as in the Mandelbrot set, the bifurcation 

diagram of the logistic map lends easily to 

parallelization, as the logistic map can simply 

be iterated at each value of r as warmup, and 

then the subsequent points plotted along the y-

axis. 

 IV.   PREVIOUS WORK 

Numerous online examples of computation of 

the Mandelbrot set using CUDA are available. 

A prominent example of this can be found in 

the software engineering magazine, Dr. 

Dobb’s [27]. However, no quality or 

performance comparison was conducted 

versus a CPU-based solution, whether 

analytically or graphically. Furthermore, the 

implementation is in CUDA, which as 

previously noted is inferior to OpenCL due to 

its limited platforms. 

Many visualizations of the logistic map can be 

found, and some claimed to have been 

generated by CUDA. However, the researchers 

have not been able to find an actual 

implementation of the logistic map.  

V. SCOPE 

We aim to identify the potential use of 

OpenCL for the investigation of chaotic 

phenomena, using the standard visualization of 

the Mandelbrot Set and the bifurcation 

diagram of the logistic map as benchmarks. 

We aim to compare the performance and 

accuracy of the implementations for the 

computation of the above phenomena at 

various zoom levels and to varying levels of 

precision using the Intel OpenCL driver [6], 

the Nvidia OpenCL driver [9], the AMD/ATI 

OpenCL driver [2], and plain C. The 

 
Figure 6: Self-similarity of the bifurcation diagram of the logistic map [28] 
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comparison of accuracy will be conducted 

both visually, by considering the resulting 

graphs, and analytically, by considering the 

numerical values generated. 
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